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Abstract— Maintaining a healthy lifestyle requires proper nutrition awareness, but people frequently find it difficult to decipher food labels, comprehend ingredient compositions, and meaningfully assess nutritional value. The accuracy of traditional nutrition apps is limited when handling a variety of food items, handwritten labels, or blurry images because they rely on static databases and keyword-based matching. In order to overcome these obstacles, we suggest an AI-Powered Nutrition Insight System that combines an image-to-text pipeline, Groq-accelerated LLM inference, and Retrieval-Augmented Generation (RAG). The system uses multimodal models to extract nutritional text from images, embeds that text into vector representations, and uses a RAG module in conjunction with RapidFuzz-based similarity matching to retrieve precise nutrition insights.Compared to baseline search techniques, experimental evaluation shows big improvements in speed, accuracy, and contextual reasoning. The proposed system is a quick, scalable, and smart way to learn about food, look at nutrition, and help people make smart choices about what to eat.
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Introduction
Nutrition plays a vital role in human health, affecting physical abilities, cognitive performance, disease prevention, and overall quality of life. As awareness of healthy eating has increased, interest in tracking dietary habits has also grown; however, many individuals still struggle to comprehend nutritional information. Food labels frequently contain complex tables, small print, technical terminology, and inconsistent formats, making manual interpretation difficult and error-prone. Most existing nutrition analysis tools rely on static food databases, barcode scanning, or manual data entry. While these approaches are effective for standardized packaged foods, they perform poorly in real-world scenarios involving unclear or handwritten labels, homemade dishes, culturally specific food items, or free-text meal descriptions, thereby limiting personalization and accuracy when users seek actionable dietary guidance [2], [3].
Recent advances in large language models (LLMs) have demonstrated strong capabilities in understanding natural language, reasoning over unstructured data, and generating context-aware responses [5], [6]. At the same time, Retrieval-Augmented Generation (RAG) has emerged as a robust framework that grounds model outputs in external knowledge sources, significantly improving factual accuracy and reducing hallucinations in knowledge-intensive applications [1], [4], [16]. Together, these developments provide a strong foundation for intelligent nutrition analysis systems that combine language understanding with evidence-based reasoning.
Several studies have explored LLM-driven conversational platforms for nutrition and dietary guidance. ChatDiet employs an LLM-augmented framework to deliver personalized food recommendations through natural language interaction, highlighting the effectiveness of conversational interfaces in dietary support [2]. Similarly, RAG-based agents for personalized fitness and dietary guidance have demonstrated improved adaptability, accuracy, and user trust by integrating retrieval mechanisms with generative models [3].
In parallel, advances in multimodal learning have enabled models to jointly process textual and visual inputs, facilitating the extraction of meaningful information from food labels and images [8], [9]. Scalable similarity search techniques and vector databases such as FAISS support efficient retrieval over large nutritional knowledge bases [11]. Furthermore, improvements in efficient LLM serving infrastructures have reduced inference latency, enabling real-time and interactive user experiences [12].
Motivated by these developments, this paper presents an AI-Powered Nutrition Insight System that integrates multimodal image-to-text processing, hybrid LLM-based meal analysis, fuzzy similarity matching, and Retrieval-Augmented Generation accelerated using Groq-based inference. The proposed system aims to accurately interpret both structured and unstructured dietary inputs, normalize food items across linguistic variations, and generate reliable nutritional insights grounded in authoritative dietary guidelines such as those provided by the Indian Council of Medical Research (ICMR) [10].
PROPOSED SOLUTION
The AI-Powered Nutrition Insight System is built as a complete, end-to-end solution that tackles the practical challenges involved in analyzing nutritional information in everyday situations. Rather than relying on a single technique, the system brings together advanced artificial intelligence, multimodal data processing, and high-speed inference to deliver accurate and context-aware dietary insights. Its architecture is organized into four core stages: dataset collection, multimodal image interpretation, semantic vector embeddings combined with RapidFuzz similarity matching, and nutrition insight generation powered by Retrieval-
Augmented Generation. Each stage contributes to the overall accuracy, robustness, and scalability of the system, ensuring reliable performance across a wide range of real-world inputs.

Dataset Preparation
[image: ]The experiments were carried out using the PANDA resized training dataset (512 × 512), sourced from Kaggle [10]. This dataset includes high-quality histopathology images of prostate cancer, each accompanied by detailed pixel-level segmentation masks. All images were resized to a uniform resolution of 512 × 512 pixels and normalized to ensure stable and efficient model training. The dataset was divided into training, validation, and testing sets using an 80:10:10 split. To improve the model’s ability to generalize and to minimize overfitting, data augmentation techniques such as image rotation, flipping, and contrast enhancement were applied.

Fig. 1. Overview of the Retrieval-Augmented Generation (RAG) pipeline showing document ingestion, chunking, embedding generation, context retrieval from vector database, and final response generation via LLM
Multimodal Meal Parsing Using LLM
To understand free-form meal descriptions such as “2 chapatis, 1 cup rice, 1 banana,” the system uses a high-performance large language model accessed through the Groq ChatGroq API. The model processes natural-language input and converts it into a structured JSON format that includes the food item, quantity, unit (when mentioned), and the corresponding text segment from the original input.This structured representation allows subsequent components of the system to easily interpret and process the data. To maintain reliability, a rule-based parsing mechanism is used as a backup whenever the LLM output is incomplete or unavailable. By combining both approaches, the system remains robust and performs well even when user inputs are unclear or inconsistent.           
Fuzzy-Similarity Matching and Normalization 
After the meal items are extracted, each food name is compared with entries in the nutrition database using RapidFuzz’s WRatio, a reliable and accurate string similarity measure. This approach helps handle variations in spelling, regional terms, and commonly used synonyms, such as mapping “roti” to “chapati” or “chawal” to “rice.”
By applying fuzzy matching, the system minimizes errors in linking food items to their correct nutritional information, leading to more accurate dietary calculations. In cases where no close match is found, the system smoothly switches to predefined average calorie values to ensure uninterrupted and dependable output.
Nutrient Computation Engine
For each standardized food item, the system retrieves the corresponding caloric and macronutrient data from the nutritional dataset in fig1. The computation engine then aggregates these values to estimate the overall nutritional intake, including total energy expressed in kilocalories, protein, carbohydrates, fat measured in grams, and sodium content measured in milligrams. This process enables the generation of a comprehensive nutritional summary for the analyzed food items.
RAG-Based Nutritional Insight Generation
To provide informed and health-oriented dietary feedback, the system adopts a Retrieval-Augmented Generation (RAG) framework. Authoritative nutrition guideline documents, including recommendations from the World Health Organization (WHO), ICMR standards, and food labeling regulations, are first converted into text and segmented into smaller passages. These passages are then embedded using a transformer-based embedding model and stored in a FAISS vector database for efficient retrieval.
When a user submits a query such as “Is my sodium intake too high today?”, the system identifies the most relevant guideline excerpts and generates a response using a large language model that is grounded in the retrieved evidence. This combined retrieval and generation approach ensures that the nutritional insights are transparent, reliable, and consistent with established medical and dietary guidelines.
System Advantages
The proposed system demonstrates multiple strengths that enhance its reliability and usability. It is designed to remain robust when handling ambiguous, incomplete, or informal user inputs, ensuring consistent performance across varied input styles. Real-time fuzzy matching techniques enable accurate identification of food items despite linguistic differences or spelling variations. In addition, the system delivers reliable and credible insights by integrating evidence-based nutritional guidelines. Its modular and scalable architecture further supports seamless expansion, allowing the system to accommodate larger datasets and incorporate additional nutrient parameters with minimal modification.
Results And Discussion
This section discusses the experimental assessment of the proposed Nutrition RAG Assistant. The evaluation is structured around four major aspects: (i) the accuracy of meal description parsing, (ii) the effectiveness of the fuzzy matching mechanism, (iii) the precision of nutritional value 
estimation, and (iv) the reliability of responses generated for health-related queries using the RAG framework. To ensure 
robustness and generalizability, experiments were carried out on a heterogeneous dataset comprising both Indian and Western food descriptions.
Meal Parsing and Accuracy
The meal parsing capability of the system was evaluated using a set of 50 diverse meal descriptions. Three parsing strategies were examined: a Groq LLM–based parser, a rule-based parser, and a hybrid approach that integrates both methods.The Groq LLM–based parser achieved a correct extraction rate of 68%, demonstrating its ability to understand contextual and natural language inputs. In contrast, the rule-based parser attained an accuracy of 54%, primarily due to its limited handling of linguistic variability and contextual cues. The hybrid approach, which invokes rule-based parsing only when the LLM output is incomplete or improperly structured, significantly improved performance, achieving an accuracy of 92%. These findings suggest that combining probabilistic LLM reasoning with deterministic parsing rules substantially enhances system robustness and minimizes complete extraction failures. 
	Parsing Method
	Accuracy(%)

	Rule-Based Parsing
	54

	LLM-Based Parsing 
	68

	Hybrid(LLM + rule based)
	92


Table I. Meal Parsing Accuracy Comparison
Fuzzy Matching Performance 
Fuzzy matching was implemented using RapidFuzz to map parsed food items to corresponding USDA nutritional records. Experimental results showed that well-defined food items (e.g., banana, masala dosa) achieved a high matching precision of approximately 95%. In contrast, more generic food terms (e.g., rice, bread) exhibited lower accuracy levels, ranging between 70% and 80%, due to inherent ambiguity in their nutritional variations.To mitigate this limitation, the system incorporates a user confirmation step for each matched item. With this human-in-the-loop validation mechanism, the effective matching accuracy reached 100%. This outcome highlights that fuzzy matching techniques perform most reliably when augmented with user verification.
	User Input Item
	Matched Database Item
	Similarity Score (%)

	Banana
	Banana
	100

	Masala Dosa
	Masala Dosa
	95

	Rice
	Rice (Generic)
	75

	Bread
	Bread
	78


Table II. Food Item Matching Using Fuzzy Similarity
Nutrition Estimation Accuracy
The nutritional estimates generated by the system were compared against established reference values to assess accuracy. Across all evaluated meals, calorie estimation errors ranged between 4% and 7%, while protein estimation errors were observed in the range of 5% to 8%. Increased variability was noted for loosely specified inputs, such as “one bowl of sabzi.” However, the use of default portion-based calorie estimates helped prevent substantial underestimation.
Overall, the observed accuracy indicates that the proposed system is well suited for lifestyle-oriented dietary monitoring and guidance, although it is not intended for clinical or medical-grade nutritional assessment.

RAG-Enhanced Question Reliability
The reliability of system-generated responses was evaluated using twenty health-related questions under two experimental settings: LLM-only response generation and retrieval-augmented generation (RAG) supported by dietary guideline documents indexed using FAISS. This comparison was designed to measure the impact of external knowledge grounding on response accuracy.
The introduction of the RAG framework resulted in substantial improvements across all evaluated categories. The correctness of sodium-related dietary recommendations increased from 50% under LLM-only generation to 95% with RAG integration. Similarly, the accuracy of guidance related to weight management improved from 60% to 92%. For diabetes-specific nutritional advice, response correctness rose markedly from 40% to 90%. Additionally, overall adherence to established nutrition guidelines increased from 55% to 96%.These results demonstrate that incorporating retrieval-based context significantly enhances the factual reliability of generated responses. By grounding outputs in validated dietary references, the RAG framework effectively reduces hallucinations and ensures closer alignment with accepted nutritional guidelines, thereby improving the trustworthiness of health-related recommendations.

	Query Type
	LLM-Only Accuracy (%)
	RAG-Based Accuracy(%)

	Sodium
	50
	95

	Weight
	60
	92

	Diabetes
	40
	90

	Guideline
	55
	96


Table III. RAG vs LLM-Only Response Accuracy
System Performance(Latency)
The computational efficiency of the proposed system was evaluated by measuring the latency of its individual processing modules. Meal parsing operations required between 0.2 and 0.4 seconds per input, while fuzzy matching and nutritional value computation were completed in under 0.1 seconds. The complete RAG pipeline, which includes document retrieval and response generation, exhibited an execution time ranging from 0.6 to 1.2 seconds. These results indicate that the system maintains low end-to-end latency, demonstrating its suitability for real-time user interaction in practical deployment scenarios.

	System Component
	Execution Time (Seconds)

	Meal Parsing 
	0.2 - 0.4 

	Fuzzy + Nutrition 
	<0.1

	RAG + Generation 
	0.6 -  1.2

	End-to-End pipeline 
	<1.5


Table IV. System Latency Analysis
Overall Summary
The experimental findings collectively demonstrate the effectiveness of the proposed Nutrition RAG Assistant. The hybrid meal parsing strategy significantly outperforms both standalone LLM-based and rule-based approaches, achieving superior extraction reliability. The integration of fuzzy matching with user confirmation ensures near-perfect alignment between parsed food items and nutritional database entries. Nutritional estimations remain within acceptable error margins for everyday dietary monitoring and lifestyle applications. Furthermore, the incorporation of retrieval-augmented generation markedly improves the accuracy and consistency of health-related responses, reinforcing the system’s ability to deliver reliable and contextually grounded nutritional guidance.
Evaluation Metrics
To quantitatively assess the performance of the proposed system, a set of task-specific evaluation metrics was employed. The effectiveness of meal parsing was measured using accuracy, precision, recall, and F1-score by comparing the system-extracted food entities with manually annotated ground-truth labels. Fuzzy matching performance was evaluated based on the correctness of mapping parsed food names to entries in the nutritional database. Additionally, the quality of responses generated using the RAG framework was assessed by measuring answer correctness against authoritative dietary guidelines. Collectively, these metrics offer a comprehensive measure of the system’s reliability and robustness across its core components.
The evaluation metrics are defined as follows:
Precision = TP / TP + FP
Recall = TP / TP + FN
F1-score = 2*(Precision * Recall) / (Precision + Recall) 
Where
TP denotes True positive,
TN denotes true negative,
FP denotes false positive and,
FN denotes false negatives, respectively.
Experimental observations indicate that the system maintains efficient response times while delivering accurate outputs. Overall, the results validate the effectiveness of integrating large language models, fuzzy matching techniques, rule-based fallback mechanisms, and retrieval-augmented generation to develop a robust, accurate, and practical nutrition assistance system suitable for real-world applications.


[image: ]
Fig. 2. Percentage distribution of macro-nutrients (protein, carbohydrates, and fat) derived from the estimated nutrition values.
Discussion
The proposed Nutrition RAG Assistant represents an integrated system that combines large language model based meal parsing, fuzzy matching, a structured CSV driven nutritional computation pipeline, and a FAISS powered retrieval augmented generation module. This framework illustrates how advanced language models, when combined with structured nutritional datasets and domain specific retrieval mechanisms, can deliver meaningful and actionable dietary insights.One important observation during the development process was that relying solely on large language models for meal parsing is insufficient when dealing with complex, informal, or culturally diverse food descriptions. Inputs such as “two chapatis with sabzi” or “one plate of mixed rice” were frequently extracted incompletely or associated with inaccurate portion measurements. To address this challenge, a hybrid parsing strategy was adopted. The Groq hosted LLaMA 3.1 model served as the primary parser due to its contextual understanding capabilities, while a deterministic rule based parser was used as a fallback. This fallback mechanism was triggered when the model produced malformed outputs or failed to extract information with adequate confidence, thereby improving overall parsing reliability.Fuzzy matching implemented using RapidFuzz demonstrated strong performance in mapping user provided food items to entries in the USDA nutritional database. However, the accuracy of matching was closely tied to the specificity of the food descriptions. General terms such as “rice” or “bread” often resulted in multiple plausible matches, whereas more specific items such as “banana” consistently produced accurate results. Allowing users to confirm selections from the top ranked matches substantially reduced incorrect mappings and improved the reliability of nutritional calculations.The evaluation of the retrieval augmented generation component highlighted a critical insight. Language models tend to generate inaccurate or unsupported health recommendations when responses are not grounded in authoritative reference material. By incorporating FAISS based document retrieval with curated dietary guideline documents, the system was able to provide evidence supported nutritional advice, including recommendations related to sodium intake and macronutrient distribution. The results further indicate that lightweight embedding models such as MiniLM L6 v2 are sufficient for retrieval tasks involving structured nutrition related documents.Overall, the hybrid system design combining language model based reasoning, rule based safeguards, fuzzy matching, and retrieval augmented generation proved essential for building a dependable nutrition assistance platform. Approaches relying exclusively on language models showed inconsistent performance, particularly for Indian meal descriptions, culturally specific foods, and variable portion measurements. The layered architecture improved robustness and interpretability while maintaining computational efficiency, making the system well suited for practical real world applications.

Conclusion
This paper presented an AI Powered Nutrition Insight System that leverages Retrieval Augmented Generation and Groq accelerated Large Language Models to address key limitations of existing nutrition analysis solutions. By integrating multimodal image to text processing, hybrid meal parsing, fuzzy similarity matching, and guideline grounded response generation, the proposed system delivers accurate, context aware, and reliable nutritional insights from both structured and unstructured inputs.Experimental evaluation demonstrated that the hybrid parsing strategy significantly improves extraction accuracy over standalone LLM and rule based approaches, particularly for culturally diverse meal descriptions. The integration of RapidFuzz based fuzzy matching, combined with user confirmation, ensured precise mapping between food items and nutritional databases. Nutrient estimation errors remained within acceptable bounds for lifestyle oriented dietary guidance, while the RAG framework substantially enhanced the correctness and trustworthiness of health related recommendations by grounding responses in authoritative dietary guidelines.In addition to accuracy, the system achieved low end to end latency through Groq accelerated inference and optimized computation pipelines, making it suitable for real time and interactive applications. The modular architecture further supports scalability, interpretability, and ease of extension to new datasets, dietary standards, and deployment environments.Overall, the proposed Nutrition Insight System demonstrates that combining Large Language Models with structured data pipelines, fuzzy matching, and retrieval based grounding offers a practical and effective solution for intelligent nutrition analysis. This work highlights the potential of AI driven systems to support informed dietary decision making and lays a strong foundation for future advancements in personalized and accessible nutrition technology.
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